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Design and Implementation

Resource Utilization and Results

On-Chip Router:

�ƒ Full Crossbar Switch:

�ƒ Configurable data width

�ƒ Configurable radix (number of input/output ports)

�ƒ Switch Controller:

�ƒ Aggregates routing requests to configure switch connections

�ƒ Maintains switch configurations until port releases connection

�ƒ Routing Decision Modules:

�ƒ Translate requests into routing decisions  

�ƒ Dimension ordered routing implemented in current design

�ƒ 1 Clock Cycle latency for routing decision

High Level Overview:

�ƒ On-Chip network connected via Crossbar Switch

�ƒ Processors connect to switch through DMA core  

�ƒ Hardware cores connect to switch via AIREN network interface

�ƒ Off-Chip network:

�ƒ Multi-Gigabit Transceivers (MGT) wrapped by Aurora Link Layer

�ƒ AIREN Network Board:

�ƒ Custom built network card

�ƒ 8 channels operating up to 4.0 Gbps per channel

�ƒ USB Interface for console I/O and JTAG

On-Chip Network Interface:

�ƒ Interface between hardware core and network (similar to FIFO)

�ƒ Customizable Transfer and Receive Finite State Machines for:

�ƒ Packet header stripping

�ƒ Packet header generation

�ƒ Packet chaining (header contains next destination)

�ƒ Connects hardware core to the On-Chip Router

�ƒ Routing Decision Module 

�ƒ Input / Output Port of Switch

Introduction and Background

�ƒ Customizable High Speed Integrated Network

�ƒ Low latency transfers between local and remote hardware cores

�ƒ Low to no processor overhead for transfers between remote cores

�ƒ Support a variety of routing algorithms

�ƒ Implemented on Spirit Cluster at UNC Charlotte

�ƒ K-ary D-Cube direct connect network (4-ary 3-cube = 64 Nodes)

64 Node Spirit Cluster

Radix Port Width Slices Slice FFs 4 Input LUTs
8 16 bits 791 312 1475
8 32 bits 1072 440 2065
16 16 bits 2812 695 5452
16 32 bits 4189 951 8193

Hardware Router Resource Utilization (Xilinx V4FX60)

AIREN Network Interface Resource Utilization (Xilinx V4FX60)

Data Width Slices Slice FFs 4 Input LUTs
16 bits 103 53 117
32 bits 178 100 211
64 bits 248 195 370

Hops Latency Latency/Hop
1 �ì�X�ô�ï���…s �ì�X�ô�ï���…s
2 �í�X�ò�ì���…s �ì�X�ô�ì���…s
3 �î�X�ï�ó���…s �ì�X�ó�õ���…s
4 �ï�X�í�ì���…s �ì�X�ó�ô���…s

On-Chip and Off-Chip Bandwidth

Off-Chip Latency with Hardware Routing

Architecture Independent REconfigurable Network
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Example Dataflow: Processor on Node 1 Sending a message through a HW Core on Node n to another Processor

1. Processor prepares message in DDR2

2. Processor issues request to DMA controller

3. DMA core issues read request to DDR2

4. DMA core reads message from DDR2

5. DMA core transfers message across on-chip router

6. Router passes message to Aurora Local Link layer

7. Message travels across network and arrives at destination node

8. Message is sent to on-chip router

9. Message is routed to HW Core for in flight processing

10. HW Core sends message with modified data to router

11. Router passes message to DMA Core

12. DMA Core writes data to DDR2

13. DMA Core notifies processor new message is available

14. Processor reads message from DDR2

MGTs configured for 4.0 Gbps with 8b/10b encoding 

Single Node of the Spirit ClusterAIREN Network Board


